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Abstract
In previous work we have developed a model of design which can be summarized as structural
decomposition plus constraint propagation, and embodied it in VEXED, a system for circuit
design. In this paper we report on work we have done to test the generality of this model of
design by abstracting VEXED into a domain independent shell, EVEXED, and using EVEXED to
implement MEET, a system for mechanical design. This work demonstrates that the basic model
of design can be used for some, but not all, areas of mechanical design. In particular, this approach
is not appropriate for design involving parameter selection for primitive parts or design involving
large searches. This work also demonstrates the importance of combining multiple models of
design to handle different aspects of the same artifact. Finally, it demonstrates the importance of
testing ideas about design on multiple tasks and domains.

1. Introduction
There is a large and growing interest in the use of knowledge-based
approaches
for building computer systems that aid in the process of design. (See [ 201 for a broad
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overview of the field. Also, much of the work discussed in [ 61 is relevant.) Our primary
aim in the AI/Design Group at Rutgers is to develop an understanding of principles and
techniques of design that underlie such systems, and that are domain independent, that
is, that apply to as broad as possible a range of design tasks and domains.
The ideal would have been to find principles that apply to all tasks and domains.
However, it quickly became clear to us that, designing, say, a spoon is quite different
from designing a digital circuit. Only a small fraction of design principles will apply to
a// domains, and those principles will be at a very abstract level and thus hard to apply
to any given specific task.
On the other hand, it has also become clear that some domains are not so different
from each other. For instance, circuit design and program design are in some ways
similar. Even if a principle or technique does not apply to all possible domains, it may
still apply to a rurzge of similar domains.
Thus, our broad goals are to
l develop
a set of design principles and techniques that apply to a range of related
domains,
l understand
what that range of domains is, and
l learn
what it is about domains that lead them to be similar (or different) in terms
of the principles that apply.
One way to capture a group of ideas about design in some domain is in terms of
a model of the design process. Such a model is intended to capture the sequence of
states a design goes through from initial specifications to final product, the operations
that move it from state to state, and the decision process that selects which operation to
apply when.
Since most existing systems require some human participation in the process, if only
to provide the initial specifications, it is also useful to consider the division of labor as
part of a model of the design process. The division of labor defines how the decisions
and tasks in a model are divided between the user and the system.
Our research strategy, like that of [4] and others, has been to focus on a specific
model of the design process and a specific division of labor. We use this mode1 as the
basis for building a design system that is to do a specific task in a specific domain. This
provides a test of the model’s adequacy, at least for this one task and domain. We then
test the model’s generality by using it as the basis for a design aid for other tasks.
It should be noted that the focus of our research is on developing advanced, fully or
partially automatic computer aided design (CAD) tools in the hope that such tools will
lead to faster and higher quality design. Thus, our goal in this paper is not to mode1
how people do design today, but rather to model how design could be done in the future
by computer-based
tools. That is, our concern is with what Dixon and Finger [6] term
“computer-based
models of the design process”.
In particular, this paper reports on our experience in taking a model of design originally motivated by one task, digital circuit design, and applying it to a second task,
design of rotation transmitters (e.g. assemblies of gears and pulleys). We briefly describe VEXED, the system we implemented for the circuit design task, and describe
in more detail EVEXED, a domain independent shell we abstracted from VEXED, and
MEET, the system we implemented for designing rotation transmitters. The experience
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of developing and testing EVEXED and MEET demonstrates several things about the
generality of different parts of the model, and what kinds of domains and tasks the
model does (and does not) apply to.
The next section describes this model of design, both in general terms and by showing
a concrete trace of MEET solving a problem. The following sections then describe,
respectively, how we developed EVEXED and MEET from VEXED, and what lessons
we learned in doing so. We end with a section summarizing our conclusions.

2. Decomposition

plus constraint

propagation

2.1. The model of the design process
The model on which this paper will focus can be summarized
DESIGN

_ STRUCTURAL
- +CONSTRAINT

by the equation,

DECOMPOSITION
PROPAGATION.

In designing a complex artifact, one attractive design method is to use top-down
structural decomposition:
first divide the module into a few main submodules, i.e. pieces.
We specify how the submodules are to be composed to make up the “parent” module. We
also completely define the interfaces of these submodules, that is, specify what must be
true of each so that their composition will satisfy the design goals of the parent module.
We refer to this as structural decomposition since such decompositions
determine the
parts and structure of the artifact. These may correspond to the actual physical parts and
structure of the final artifact, or to parts and structure of some abstraction level, e.g. to
those of some functional representation.
Once the interfaces are defined, the task of designing each submodule becomes a
totally independent subproblem. Each piece can be designed separately, and the resulting
designs simply plugged together to solve the original problem. Unfortunately, until we
explore the space of possible designs for the submodules, it is often impossible to know
exactly what the interfaces should be.
One solution to this is common practice among human designers, and has also been
used by Stefik in the MOLGEN system [ 171: leave the interfaces only partially specified.
As you proceed with the design, decisions you make while working on one module
will further constrain what the interfaces of that module must be, and thus constrain
the alternatives for designing the other modules. An inference process can be used
to determine what these constraints are. Since this inference process moves constraint
information around, it is referred to as constraint propagation. (It should be noted that
our model involves structural decomposition,
breaking a module into its pieces, while
MOLGEN involves refinement operations which go from a more abstract operation to a
more specific one.)
It should be noted that structure decomposition does not necessarily imply decomposition into independent problems. If interfaces are largely unconstrained at first, there may
be many interactions between the designs of the separate modules. Furthermore, it may
take substantial reasoning to determine how decisions made in one module constrain
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Initialize the agenda to the task of decomposing the top level module
Repeat until agenda is empty:
The user selects a decomposition task from the agenda.
For the module to be decomposed:
(i) The system identifies- all alternatives decomposition methods which are possible for the
current module.
(ii) The user selects one of these methods.
(iii) The system executes the selected method, decomposing the module.
(iv) For each new submodule introduced by this step, if it is not a primitive module, then add
the task of decomposing it to the agenda.
(v) For each constraint associated with the behavior of the newly introduced submodules, propagate this constraint to other submodules to augment their specifications.
is detected (i.e., a constraint which
(vi) For each propagated constraint. if an inconsistency
reduces to FALSE) inform the user. who may then backtrack on the design.
Fig.

I. VEXED’s design process.

interfaces elsewhere
in the design. (Even if we eventually decide that the decision does
not constrain
interfaces
elsewhere,
it may take a lot of work to reach this conclusion.)
On the other hand, if the initial decomposition results in interfaces that are completely
defined, the modules do represent independent problems. Thus, this approach allows for
subproblems of varying degrees of independence.
Within this model of the design process, the division of labor we chose to study
can be summarized as having the system decide what is possible and the user decide
what is wise. That is, control decisions are left up to the user. The system keeps track
of which modules need decomposing and what the alternative decompositions
are for
a given module. It carries out the decomposition
chosen by the user and also does
constraint propagation. The user chooses which piece to decompose next, out of all
those still needing further decomposition,
and also chooses which way to decompose
it, out of all the alternatives that the system knows about that are consistent with the
current constraints. This division seemed to be reasonable, since it leaves issues of
overall strategy to humans and uses the computer to address issues of bookkeeping and
completeness.
This design process in summarized in Fig. I.
In order to make this model more concrete, we will turn to MEET, the system we
implemented to design rotation transmitters, and we will follow MEET as it uses this
model to solve a simple problem.
First, however, a few terms need to be defined: modules, ports and features. Modules
are the entities to be designed or parts thereof. A given module has a functional specification, which describes what it is to do. The goal of the design process is to provide a
structural specification down to the primitive level; in other words, to specify completely
how the module is to be made up out of available parts. In MEET, a module is assumed
to represent a physical part of the final artifact. Each module has one or more inputs and
one or more outputs, called ports. Ports in turn have features; for rotation transmitters
(e.g. gear pairs) the inputs and outputs are rotations, and the features of a rotation are
such things as its speed, i.e. its RPM, its direction, i.e. clockwise or counterclockwise,
and its axis, i.e. its axis of rotation.
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Input

output

3000
Clockwise
100

250
Counterclockwise
100
(10,20,15>
X

(5,5,5)
X
Fig. 2. Problem specification for a MEET problem.

2.2. An example trace of MEET
The example involves designing a transmission to connect a car engine to the fan belt.
It will accept as input an axle rotating clockwise at 3,000 RPM, 100 horsepower, parallel
to the X axis, and located at coordinates (5,5,5).
The transmission is to produce as
output an axle rotating counterclockwise
at 250 RPM, 100 horsepower, parallel to the X
axis, and located at coordinates ( 10,20,15>. These specifications are placed on a single
module with one input and one output. This information is summarized in Fig. 2.
As we will see in more detail below, each alternative decomposition method is represented in MEET as an if-then rule. For instance, the following rule is used to do
the first decomposition
step in our example. (This is an English paraphrase. The actual
rules are written in a language we implemented for the purpose.)
IF the input speed is more than 10 times the output speed and the distance between
the input and the output is greater than 10, THEN decompose the module into a
gear pair followed by a belt.
rule specifies that some sort of gear pair and some sort of belt will be used,
without determining the type of either component. At this point, both components can
be decomposed in either of two ways. The gear pair can be implemented as either an
internal or external gear pair. The belt can be implemented as either an open belt or
as a crossed belt. The internal gear pair and open belt rotate in the same direction
on both ends, while the external gear pair and crossed belt reverse the direction of
rotation.
Suppose the user chooses to decompose the belt first, decomposing it into an open
belt, since that is typically what is used as a fan belt in a car. Since the output of
the whole assembly rotates counterclockwise,
and since the open belt does not change
direction of rotation, the input to the belt, and thus the output of the gear pair, must also
rotate counterclockwise.
MEET carries out this inference, i.e. propagates this constraint
to the output of the gear pair. This prevents the internal gear pair from being an option
when the gear pair is decomposed. Thus, the user then chooses the only remaining
alternative, and the gear pair is decomposed into an external gear pair. (Actually, if
the user knows of some alternative for which there is no rule, the user can step in and
manually carry out the decomposition.)
The final design is shown in Fig. 3.
Notice that the design is in a sense not really done, since we have not chosen
such parameters as the material, face width, and pitch of the gears. However, as we
This
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will discuss below, the process of choosing such parameters does not seem to fit well
into MEET’s model of design. Therefore, we have developed another system, DPMED
(see Section 4.2), that solves such parameter design problems. MEET has rules of the
form
IF the inputs and outputs of an external gear pair are known,
THEN call DPMED to determine the rest of the parameters
which use DPMED to finish the design process.

3. From VEXED to EVEXED to MEET
Now that we have described the design process we are modeling, this section will look
in more detail at how systems embodying this process were developed. First we will
discuss VEXED, our first system embodying this model. Then we will briefly discuss
EVEXED, ’ a domain independent shell we abstracted from VEXED, and finally we
will discuss the implementation
of MEET on top of EVEXED.
S. 1. VEXED
VEXED is an interactive system that aids in the design of digital MOS circuits,
taking a behavioral specification as input and producing a transistor level circuit. This
’ The name was chosen by analogy with EMYCIN
its domain specific (medical) knowledge.

I 101,an expert system shell based on MYCIN without
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subsection will discuss how the model of design we are studying was implemented
in VEXED, and the following subsection will discuss the results of this implementation.
3. I, 1. How VEXED embodies the model of design
To embody our model of design, VEXED must represent the partially designed circuit,
and must be able to carry out decomposition and constraint propagation. We will deal
with these issues in that order. (Since the focus of this paper is EVEXED and MEET,
we refer the reader to [ 181 for a more detailed discussion of VEXED.)
VEXED represents the structure of a circuit in a fairly standard way. A module
represents either a single component or a group of components being viewed as a
functional block. A data path similarly represents either a single wire or a group of
wires. A data stream represents the signal flowing on a data path. For a more detailed
discussion of VEXED’s representations,
see [ 91.
VEXED’s knowledge of decomposition methods is embodied in a set of “decomposition rules”, e.g., INCLUDE-MEMORY
IF the output at time t2 is a function of an input at some previous time tl, THEN
one way to decompose the module is into a memory, which holds the value from
t 1 to t2, and another module, which at time t2 uses this stored value to compute
the output.
The IF part of the rule describes the class of modules that this decomposition method
applies to. The THEN part describes how to do the decomposition:
the submodules,
their initial specifications
(to be augmented later by constraint propagation),
and how
they are connected. It is important to note that these decomposition rules describe legal,
correct implementations,
but not necessarily optimal or even preferred implementations.
They define the “legal moves” in the search for possible circuit implementations,
but
not a strategy for choosing among alternatives.
A submodule created by a rule may be an instance of a primitive module from
VEXED’s library of primitives. If it is, then VEXED considers it “finished”, and knows
its actual behavior from the description in the library. Otherwise, the module still needs
to be decomposed further, and a task to do so is added to the agenda.
Constraint propagation in VEXED is done by the CRITTER system [ 91. CRITTER
does two kinds of propagation.
l Firstly, CRITTER
does a form of goal regression [ 221. Given a specification on the
data stream output by a module, and given the behavior of this module, CRITTER
can determine what must be true of the inputs to the module to ensure that the
output specification will be met.
l Secondly,
CRITTER does a form of symbolic evaluation. Given a (possibly partial)
description of the behavior of a module’s inputs, and given the module’s behavior,
CRITTER can infer a description of the module’s outputs.
Because of our representations,
constraint propagation is simply a matter of symbol
substitution (see [ 81) . However, this process results in very large, complex expressions.
Therefore, CRITTER also has an expression simplifier that uses a set of rewrite rules to
simplify the resulting expressions as much as it can.
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Finally, CRITTER is capable of verifying that the specifications on a data stream are
satisfied by that data stream’s behavior. Again, this is done by a process of symbol
substitution and simplification.
Status: VEXED has been implemented and documented. It has 50 to 100 decomposition rules covering most of the standard design techniques for boolean functions for
the “NMOS” circuit technology. These rules also cover a few storage and arithmetic
functions.
Furthermore, VEXED has been used by students in our VLSI design class to do a
homework assignment. The assignment was done by about ten teams of students, mostly
two students per team. Each team designed one of three small circuits. The students
were given an introductory lecture on using the system, a manual was handed out, and
people familiar with VEXED were available for consultation as the students did their
work. This is just the same kind of help that they are typically given for any other
design aid used in the course.
Nevertheless, they did succeed in specifying and designing their circuits. The few
who did not finish were those who were halted by one or another of the minor bugs left
in VEXED.
3.1.2. Lessons from VEXED
As a result of this experience with VEXED, we have been able to draw a number of
conclusions about the model of design. These are discussed in greater length in [ 181,
but we will summarize the most relevant conclusions here. Our conclusions can be seen
as dealing with several broad questions, including:
(i) Can a design aid embodying these models be implemented?
(ii) If such a system were implemented could designers, especially those with no AI
or even computer science background, use it to produce designs? The concern
here was whether the users could understand and use this design process, and
also whether they could learn our specification language.
(iii) What, if anything, is missing from the model?
We will discuss each of these issues in turn.
Can VEXED be implemented? The fact that VEXED has been brought to the point
where students in our regular VLSI class could successfully use it is evidence that it has
indeed been implemented, at least on a small scale. Two issues need to be considered
in regard to scaling up to larger problems, however. One is the size and coverage of the
set of decomposition rules, and the other is the cost of constraint propagation.
As noted above, the current decomposition rules cover a range of functions, but to
be truly useful a system would require many more rules. However, in principle there
seems no reason why these rules could not be added to VEXED. Based on the number
of current rules and the coverage they give, we estimate that a version of VEXED that
would be useful for real designers would need less than 1000 rules, and so would be
within the scope of current technology for building and maintaining rule-based systems.
While the size of the rule set does not seem to be a problem, the cost, both in terms
of memory space and in terms of time, to do constraint propagation does seem to be
a major issue. In a circuit such as a full adder described at the transistor level, with
about 20 modules, it takes five to ten minutes on a Xerox 1109 (DandeTiger)
to do
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the constraint propagation after each decomposition. Based on some initial studies (see
[ 7]), the cost of propagation in the current VEXED grows quadratically with circuit
size in most cases and, for circuits where signals repeatedly fan out to different modules
and then reconverge as inputs to a single module, exponentially. So, to design anything
much larger it will be necessary to reduce this cost.
One simple answer, of course, is to optimize our code, which is currently not very
optimal, or to run on a faster machine. In particular, the task of constraint propagation
seems inherently parallel, since each constraint can be propagated along each path
more or less independently; thus it would seem a natural application for a parallel
machine.
Also, we believe there may be specialized techniques that can efficiently do constraint
propagation for many of the common types of circuits where the general methods incur
exponential costs. For instance, it may be possible to recognize a chain of similar
modules (e.g. a chain of half-adders) and deal with them as a group rather than
individually.
A more basic answer would be to find a way to do less propagation. At the moment,
VEXED propagates every constraint everywhere it can as soon as it can. Perhaps limiting
or delaying some of this propagation can reduce the cost. It is also possible to write
decomposition rules in ways that lead to less need for propagation. As noted above, a
decomposition which fills in more details of the interface leaves less room for a later
decision to further constrain that interface, and thus potentially reduces the amount of
constraint propagation that must be done. However, when one examines the current set
of rules in VEXED one finds that they are written in a way that factors independent
decisions (e.g. about a signal’s boolean value versus its representation in voltages) into
independent rules. This makes the rule set simple, orthogonal, and small, but results in
rules that initially leave much of an interface unspecified, thus requiring a large amount
of constraint propagation later. So there is a conflict between reducing the size of the
rule set and reducing the amount of propagation required.
Can VEXED be used? Given that VEXED can be implemented, can it be used? Can
non-AI people learn our specification language, and can they successfully do design
with such a design aid as VEXED? Again, the answer is, “Yes, but”.
About half of the class were students from the Electrical Engineering Department with
no AI background and indeed relatively little Computer Science background, and even
the Computer Science students included some who had not had any AI courses. The
students were given no more support than they are typically given when any other design
aid is used in the course. Nevertheless, they did succeed in specifying and designing
their circuits. As mentioned before, the few who did not finish were those who were
halted by one or another of the minor bugs left in VEXED.
On the other hand, the circuits some students designed were wildly suboptimal.
They took many more transistors than were necessary. That is, when they chose which
decomposition rule to use, they did not choose wisely. Partly this may be due to their
inexperience as VLSI designers in general, and partly it may be due to their difficulty
in understanding what each rule did.
However, the difficulty in choosing rules seems to be largely inherent in the structure
of a system like VEXED. The first author of this paper is a better circuit designer than
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the students, and he understands the rules quite well, and thus he can get much better
designs out of VEXED. However, he has to think carefully to do so. One problem is
that VEXED’s constraint propagation tells you the effects of previous decomposition
decisions in limiting the choices for the current decision, but it does not show you
how each current alternative will limit the choices you will have on later decisions.
To get a good circuit out of VEXED, the user has to have a clear global strategy in
mind, and has to weigh each decision in the light of how it will contribute to that
strategy.
Furthermore, the basic model of design underlying VEXED makes it harder to create
and follow such a global strategy, for at least two reasons. Firstly, there are several kinds
of operations that really need to be added to the model. Secondly, the model has strong
bias towards a localized focus of attention. These problems with the basic model will
be discussed next.
What is missingfrom the model? One problem with VEXED’s model of design became
quickly apparent when VEXED was used. It turns out to be useful to rearrange the
functionality of modules in various ways that do not really correspond to decomposing
one module into others, e.g., using boolean algebra to rewrite a logical function in some
standard form such as sum of products, or combining two neighboring modules into a
single, more efficient module. And it is useful if different parts of the circuit can share a
common design or time share actual hardware. Without these operations it is impossible
to produce certain kinds of designs without contorting the process in ways that seem
unnatural.
It is obviously important for a user to be able to undo a decomposition
step, if it
turns out to have been a mistake. It is also useful to be able to “redo” or “replay” a set
of steps-see
[ 141 for more discussion of this.
While most of these operations were eventually added to VEXED (see [ 181 for
details), there is a more basic problem with the model of design underlying VEXED.
This is the highly local nature of reasoning implied by the model. Every decision in
the model applies to a single module. At the most, with the extensions mentioned
above, VEXED operates on two neighboring modules together. Every constraint is associated with some specific port of some specific module. (There are constraints on
the relation between two ports, e.g. that a signal arrives at one before it arrives at
the other, but these are actually implemented as two separate constraints, one attached
to each of the ports.) Constraint propagation proceeds from a module to its neighbors.
In fact, it is just this local nature of the reasoning that is the primary advantage
of the model-decisions
can be made locally, with only information available locally.
Everything significant about the global context has been recorded locally in the form
of constraints brought in by propagation. In turn, propagation is just a series of simple,
local steps.
Unfortunately, some decisions and constraints simply don’t fit this model. For instance,
it is often useful to choose to implement a whole region of the circuit in some consistent
style, e.g. a style which passes signals in parallel on several wires at once rather than
serially on one wire. This decision is not a decision about any one of the modules in
the region, it is a decision about the whole region.
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More importantly, the “goodness” of a circuit is largely a global quality, e.g. the total
area or power consumption.
From the standpoint of, say, power consumption,
all the
modules in the circuit that consume power interact directly with each other. Constraint
propagation gives little useful information. All it says is that the total power consumption
of the circuit is the sum of all the local consumptions. If we wish to reduce the power,
it gives no guidance as to which local consumption to focus on.
Thus, the model of design seems primarily oriented towards achieving functional
correctness or other qualities that can be dealt with in a localized, decomposed manner,
rather than qualities more related to “goodness” which tend to be more global.
3.2. EVEXED
Given that our long-term goals are to learn domain independent principles, a logical
question to ask is, “Can we apply the conclusions
above, which were based on a
specific kind of circuit design task, to other domains and tasks?’ Or, more precisely,
“Which features of the circuit design task were responsible for which of our results?’ In
order to help answer this question, we tried to separate VEXED’s domain independent
and domain specific parts, and to use the domain independent parts to build a shell,
EVEXED, that could be used to implement a VEXED-like system for any domain that
fit the model of design.
In fact this turned out to be quite easy to do, largely because we had tried from
the start to design VEXED as a set of general purpose procedures, implementing
the
model of design, combined with a set of knowledge bases embodying the knowledge
about circuit design. We had not been totally successful at keeping things separate
(e.g. see the discussion below in Section 4.1 on the “encoding” feature of ports),
but when we turned to actually making EVEXED it was fairly easy to complete the
separation.
Thus, EVEXED consists of code to:
l check a module
to be decomposed against a set of decomposition rules and determine which rules apply (i.e. which rules have IF parts that match the module) ;
l carry out a specified
decomposition
(i.e. execute the THEN part of a rule);
l carry out constraint
propagation and checking;
l maintain
a user interface that displays the current design and allows the user to
select which module to decompose next and which of the applicable decomposition
rules to use in doing so.
These bodies of code make use of several knowledge bases containing:
l a list of the features
to be used to represent input/output
of ports;
l a knowledge
base containing the decomposition rules for this domain;
l a knowledge
base containing the modules of the domain, both generic modules
such as “gear pair” and primitives such as “internal gear pair”;
l a list of expression
simplification rules used by the constraint propagator, e.g.,
opposite direction( clockwise)

= counterclockwise.

In order to implement a design system for a new domain,
in these knowledge bases.

it is only necessary

to fill
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3.3. MEET
In order to test EVEXED, and the model of design it embodies, we looked for a
task that was in a somewhat different domain than that of VEXED, but which
seemed, at least on the surface, to fit well into the model of design. The task we chose
was the design of mechanical systems to transmit rotation, made up of gears, shafts,
etc. Mechanical design seemed like a different enough domain, but there seemed to be
a natural mapping from electronic signals to rotations and from circuit modules which
transform signals to mechanical subassemblies which transform rotation.
Using EVEXED, it was easy to build an initial system to handle this new design task,
and we named this system MEET. MEET currently has about one dozen decomposition
rules, six generic modules, and four primitive modules. * The rules can be used to
produce solutions for small single speed transmissions or to give an overall breakdown
in an auto transmission design. It is far from a complete, “industrial strength” system,
but its implementation
and use have taught us a number of things about the model of
design. The next section will discuss what we have learned.
design

4. Lessons from MEET
The work on MEET has taught us a number of lessons, including the following:
The representation of constraints and the method of constraint propagation used in
EVEXED is not as domain independent as we had hoped.
The local nature of EVEXED’s reasoning can be a problem even if our primary
aim is design for functional correctness.
The system structure of shell + knowledge bases and the interactive nature of
EVEXED make it extremely slow for problems where, even with constraint propagation and an expert human user, much search is needed to do design.
For some kinds of tasks, EVEXED doesn’t help much because decomposition
is
not the hard part of the design process.
We will discuss each of these points in turn.
4.1. Lessons for constraint propagation
Constraint propagation in EVEXED is done by the CRITTER system [ 8,9], which
uses a process of symbolic substitution and simplification. As noted above, the simplifier
uses a rule base that is domain dependent, but our initial hope was that aside from this
the process would be domain independent. It turns out that in the process of turning
VEXED into EVEXED we realized that certain features of ports were being treated
in a special manner. For instance, VEXED allows data to be described in terms of
different data types, e.g. as bits or as the integers they encode, and CRITTER converts
automatically between these representations as needed. To do this it must treat features
2 VEXED, EVEXED and MEET are implemented in INTERLISP on the Xerox LISP Machines, and use the
STROBE object-oriented representation language from Schlumberger-Doll Research.
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such as data type and encoding in quite special, domain dependent ways. In fact, MEET
did not need to give special treatment to any features, but the fact that VEXED did leads
us to believe that other domains may also have features which need special treatment.
This suggests that a completely domain independent shell would have a mechanism for
specifying special treatment of features, in addition to the features themselves.
A more basic problem with EVEXED’s constraint propagation is the use of what
we term a meson model of interaction. In this model, pieces of the artifact interact by
passing some kind of entity, e.g. a signal or a rotation, from one piece to the next. We
term these entities mesons, by analogy with the subatomic particles which other particles
(such as protons and neutrons) exchange as they interact with each other. Our model of
design assumes that the specifications of a module can be expressed as constraints on
the mesons it inputs and outputs, and that it is easy to determine which modules those
inputs come from and those outputs go to.
Our attempts to transfer VEXED to a mechanical design domain have shown us that
these assumptions are not always true. First of all, one wants to make decisions about,
i.e. specify, classes of structures. For instance, the decision to implement a module as a
gear pair rather than a belt system is not a decision about inputs and outputs but about
the class of implementations which will be considered for this module. MEET handles
these kinds of decisions by simply placing a label, e.g. “gear pair” on the module, and
by having the decomposition rules check such labels as well as checking the input and
output specifications, but a more complex scheme would be needed if there were a richer
set of such classes.
A second problem with the meson model is that in some tasks it is not at all easy
to determine which modules interact. E.g., rotation transmitters can interfere with each
other not just by improperly transmitting a rotation, but also by physically bumping into
each other, i.e. by occupying the same space at the same time. There often is nothing
analogous to the principle that circuit modules can only interact along wires. (Even in
circuit design, there really are other kinds of interaction, e.g. by one chip heating an
adjacent one.) MEET assumes that interactions propagate only along shafts, and ignores
other kinds of interactions, but a more complete design system would have to take these
kinds of interactions into account.
4.2. Problems with local reasoning
As was discussed above, one of the conclusions from VEXED was that the local
nature of EVEXED’s reasoning made it difficult to address issues of design goodness,
which often were global in nature. The work with MEET pointed out to us that in
certain kinds of design tasks, it may be impossible to completely localize even some
constraints related to functional correctness.
This comes up when MEET has completely decomposed a design into primitive
components: gear pairs, pulleys, belts, etc. The design is not yet complete because in
designing such a component, it is often necessary to specify a number of tightly interacting numerical parameters and perhaps a few non-numerical parameters. In the case of
a gear, for instance, parameters include thickness, number of teeth, diameter, and material. However, because of the tightly coupled nature of the constraints, such parameters
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cannot be chosen in any direct way by the constraint propagator or by further decomposition. There is no way to decompose them into more or less independent subproblems,
nor does constraint propagation significantly reduce the number of alternative designs to
be searched. However, they clearly affect functional correctness, since a gear pair whose
teeth don’t mesh can hardly be considered functionally correct.
In order to handle this kind of parameter design problem, we have developed a
separate system called DPMED [ 161, which uses a different model of design. DPMED
is given a set of constraints, relating the parameter values which must be selected. For
instance, constraints on the material, thickness, pitch, and other parameters of a gear
pair include breaking strength and wear constraints. Each constraint is expressed as a
system of equations on the parameters. DPMED uses a hill climbing search to find a
set of parameter values that satisfies all the constraints.
By using MEET to handle the decomposition into primitive components, we are able
to keep the number of interacting parameters that DPMED must choose to roughly a
half dozen at a time, which is important for keeping the search for acceptable values
tractable.
It should be noted that parameter design would also be needed in the digital circuit
domain if VEXED were to concern itself with such issues as the size of the transistors
in its circuits. However, such decisions seem to be considered of lesser importance in
circuit design than they are in mechanical design, perhaps because workable circuits
can be made using highly simplified rules or defaults for such decisions, whereas
more care must be used to get mechanical parts which will not fall apart in normal
use.
4.3. Specialized search programs are jbster
Another problem with EVEXED’s model of design showed up when we tried to use
MEET to design gear trains. A gear train is a sequence of gear pairs which together
achieve a desired ratio of input to output speeds. Often, we are restricted to using gears
from some small set of “standard” gears, and so certain ratios cannot be achieved by
one pair, but can be achieved by a train of two or more.
In this task, the space of alternative designs is large and relatively uniform and, even
after the application of all the knowledge we have, there is still a large search involved
in finding an acceptable design. Since EVEXED is effectively an interpreter rather than
a compiler for its rules, since it does constraint propagation by a general but therefore
slow process, and since each step involves decision making by the user, systems based
on it are slow at doing large searches. After all, the whole point of decomposition and
constraint propagation are to reduce the need for search. However, as this task points
out, sometimes we still need search.
As a comparison, another program, called SPIKE [ 1.51, has been implemented
to
design gear trains. This program only solves problems of this sort. Using depth first
search with pruning of infeasible solutions, SPIKE can quickly design gear trains. SPIKE
orders the search so that short solutions are found first. Within any given length gear
chain, gear pairs closer to the same size are preferred. SPIKE can also be asked for
alternatives and will enumerate these in order according to these preferences.
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EVEXED/MEET

SPIRE

General purpose shell
- Can solve many problems
Declarative representation
- Expressed in rules
- Rules run interpreted
Slow
User guides solution process
Very large code plus rules

Special purpose program
- Only solves one problem type
Procedural representation
- Written in LISP
- Runs compiled
Fast
Automatically finds solution
Small LISP code
Fig. 4. Comparison

of design styles

Fig. 4 compares MEET and SPIRE. The basic conclusion from this example is that
the generality of MEET incurs a large overhead. SPIKE does not require a general
purpose constraint propagator, a graphical display after each decomposition,
or any of
MEET’s other general facilities. (Constraints
are in effect propagated in SPIRE, but
the constraint propagation code is highly specialized and amounts to little more than a
multiply instruction.) This has prompted us to look at other problem specific mechanical
design tools [ 1,16,21].
Anything that a general purpose tool can do could also be
done, and done faster, by some appropriate special purpose tool. However, such tools
are difficult and time-consuming
to write. For many problems, it is faster to produce
a tool by writing a set of rules and using a generic tool such as MEET. Others in
our group, however, have investigated an approach known as “knowledge compilation”
which would make it much easier to produce efficient special purpose tools [ 13,191.
4.4. Decomposition is not the hard part
Finally, we have found that top-down structural decomposition proves to be a less
useful paradigm in MEET than in VEXED. This is largely due to the nature of the
problems which MEET solved. These problems tend to use a small number of reductions
to reach a set of primitive components which need to be designed. For instance, a car
transmission
can quickly be reduced to the problem of designing a number of gears,
shafts and bearings. These problems cannot be decomposed further into parts which it
makes sense to design independently,
since the interactions between the design, say,
of a gear’s teeth and the design of the rest of the gear are so strong. Thus structural
decomposition is no longer useful, but a large part of the design task still remains, since
each primitive component must be designed.
Furthermore,
there are only a handful of decompositions
in current use in cars,
so normal engineering
design for this task becomes more a question of selecting a
decomposition
from a small library than one of constructing it from scratch.
The problem here is not that the structural decomposition paradigm fails. It is that it
is useful for only a small portion of the problem, a small enough portion that it may be
more practical to do the decomposition by hand. We hypothesize that this may be partly
because the problems that MEET solves are relatively small problems in terms of the
number of components. If the whole power train for a car was designed, instead of just
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a gear box, then more structural decomposition would be required. However, extending
MEET to handle such larger problems would tend to exacerbate the problems discussed
above in regard to handling specifications and constraints that do not fall nicely into an
input/output model. For instance constraints such as physical interference between parts
of the power train and between the power train and other parts of the car become more
important.
This section has discussed a number of specific limitations in EVEXED and its
underlying
model of design that our work on MEET has shown to us. The next
sections discuss related work and the more general conclusions we draw from this
work.

5. Related work
In the terms used by Finger and Dixon [ 61, the work described in this paper can be
classified as a “computer-based
model of design process”. That is, the primary goal is
to develop a model of how computer programs can attack design problems. While there
has been much work in this field (e.g., see [ 6,20]), the research most relevant to this
paper includes work by Dixon [ 51, work on PRIDE [ 11,121, and work on DSPL [ 2,3].
These are especially relevant because they share two features with the work reported
here: They deal with some kind of hierarchical design process, and they involve some
form of constraint propagation.
The paper by Dixon [S] focuses specifically on mechanical design, and proposes
a model of design as “iterative redesign inside iterative respecification inside iterative
decomposition”.
This model involves successively decomposing a design problem into
subproblems until the subproblems are small and simple enough that a subproblem can
be solved by “iterative redesign”, that is, by successively modifying a complete solution
to the subproblem, e.g. by some kind of hill climbing. The combination of MEET and
DPMED combines decomposition with iterative design in this way. However, in MEET
it is up to the human user to do the “respecification”,
i.e. if the specification of a
submodule turns out to be impossible to satisfy, the user must request that particular
decomposition
steps be undone, and then the user must redo them in a different way
which results in submodules with different specifications.
One point where MEET differs from Dixon’s model is that in his model, constraints
flow only up and down the decomposition hierarchy, from problems to and from their
subproblems,
rather than, e.g., between sibling subproblems. We believe this is because he views a “constraint” as a design decision, based on analyzing some tradeoff,
constraining
how a particular subproblem should be solved. The decision as to what
constraints to impose on a particular subproblem can then best be made in one central
place, the subproblem’s parent, because it is there that the information is available to
consider the tradeoffs. In MEET, however, constraints are requirements that must be
met, in order for the design to work correctly. The decision to impose a constraint is not
subject to tradeoff or to the designer’s discretion. Therefore, there is no point in routing
the constraints through any one central place-they
are simply propagated directly to
the subproblem they affect.
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PRIDE [ 11,121 is based on a structure of goals, where each goal is to design some
part of the artifact or to make some subset of the decisions that constitute such a design.
Typical goals are things like “Design paper transport”, “Decide number and location
of roller pairs”, and “Decide X coordinate of a roller pair”. There are one or more
methods for achieving each kind of goal. Methods can be of several types, including
simple generators that try successive values for a parameter, methods that calculate
the value of a parameter based on previously chosen values of other parameters, and
subplans that specify a set of subgoals that, if achieved, will together achieve the current
goal. The subplans are analogous to EVEXED’s decomposition rules, and give a similar
hierarchical structure to the design process.
Methods that calculate a value for a parameter are doing a kind of constraint propagation. Constraints can also be explicitly given, relating the values of a number of
parameters (e.g. x + y + z < 20). These constraints are checked attached to goals,
and are checked as part of the goal-handling process. If one fails, some form of
design revision is done, to change the value of at least one of the parameters involved.
Note that propagation is only done when PRIDE encounters either a method or a
constraint that explicitly calls for the propagation step, and explicitly specifies which
other parameters of which other parts of the artifact to propagate from. These methods and constraints are provided by the human who wrote the knowledge base. This
requirement to explicitly call for each propagation step imposes a burden on the person writing the knowledge base, a burden that is avoided by EVEXED’s automatic
propagation.
More importantly, PRIDE’s approach assumes that the knowledge base writer knows
what other parts of the artifact will exist and what parameters these other parts will
have. Thus it is limited to design problems where the structure of the artifact is largely
known a ptiori, before doing the design. On the other hand, for many problems the
structure is known a priori. For these tasks, PRIDE’s approach to constraint propagation
greatly reduces the computational cost.
DSPL [ 2,3] is very similar to PRIDE. It has specialists and plans that are similar to
PRIDE’s goals and methods. DSPL is a domain independent shell which has been used
to build design systems in multiple domains, although the best-known domain has been
the design of air cylinders (air-activated pistons). One particularly interesting aspect
of DSPL is that it has a rough design phase in which it chooses values for the major
parameters, on which many of the other decisions depend.

6. Conclusions
We draw several conclusions from the work on EVEXED and MEET. First there are
conclusions about modeling the design process as structural decomposition + constraint
propagation. Secondly there are conclusions about the way this model is embodied
in EVFXED and MEET. Finally, we have some conclusions about the research purpose behind MEET, that of testing a model of design on multiple tasks and domains.
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6.1. The model of design
Based on our work on VEXED, we had concluded that the model of the design process
as structural decomposition + constraint propagation, with some elaboration, is a good
model on which to base a CAD system as long as (1) you are designing a structure (as
opposed to choosing values for a set of parameters), and (2) the important constraints
are local. (In our task, for instance, the constraints related to functional correctness can
be treated locally, but “quality” issues such as constraints on the use of global resources
like power and silicon area are not local. In other tasks even functional correctness may
have global aspects.)
Based on our work with EVEXED and MEET we now conclude that there is at least
one other restriction on where the model is important: there should be enough different
potentially useful structures that the task is really one of constructing a structure rather
than selecting one.
More importantly, we conclude that even within the design of a single artifact, it may
be useful to build a system that combines multiple models of design. E.g., for designing
rotation transmitters, it was useful to combine the structural decomposition + constraint
propagation of VEXED, for design of the structure, with the hill climbing of DPMED,
for parametric design of the primitive components. An important issue for future research
is whether there is anything general that can be said about how to build such integrated
systems.
Finally, the work on DPMED, along with our continued reflection on the importance
of design for quality as well as functional correctness, has convinced us that it is
important and useful to put more emphasis on design processes for tasks where global
constraints are important.
6.2. How the model is embodied in EVEXED
We have two conclusions about the specific way this model of the design process
was embedded in EVEXED. The first relates to the dependence on the meson model of
interactions (see Section 4.1 above), and the second relates to the approach of building
a system as a generic shell (EVEXED) plus a set of knowledge bases (which turn
EVEXED into MEET).
EVEXED, and especially the CRITTER subsystem which does the constraint propagation, is heavily based on the meson model of how parts of the artifact interact.
It assumes that parts of the final artifact interact along fixed, known path ways, that
the influence one part has on another can be reified (e.g. as a data signal or a rotation) and described in a compact form, and that the important information about a part
can be captured by describing the influences it produces and consumes. This model is
an approximation
even for digital circuits (e.g. it ignores crosstalk between adjacent
wires), and it is probably even more approximate for other domains. However, even for
domains where it is only a rough approximation it may still be useful in some stages
of design, especially early stages where such approximations
are appropriate. On the
other hand, for many tasks in many domains, the meson model does not apply. In these
contexts, if we are to do design by structural decomposition
and constraint propaga-
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tion we will need to find other ways to model the interactions between parts of the
artifact.
The approach of building VEXED as a shell plus knowledge bases made it easy
to abstract VEXED into EVEXED and then to implement MEET. However, as noted
above, this approach made the code much larger and slower than a more specialized
system would have been. This does not matter as much when there is enough knowledge
provided by constraint propagation, the decomposition rules, and the user’s choice of
rules, so that little search needs to be done. It also does not matter so much if speed
of implementation
is more important than speed of execution (assuming, of course, that
the shell itself is already available). But in many circumstances it may be a significant
issue.
6.3. The importance of looking at multiple tasks and domains
Our last conclusion deals with a more “meta” issue: our experience has shown us
the importance of testing ideas about design by applying them to multiple tasks and
domains, and to different aspects of the design of a given artifact (e.g., design of the
structure versus choosing parameters for the primitive components).
When research is
done in the context of only a single task and domain, issues that are relatively less
important in that context can wind up being ignored altogether; in another context,
even one that appears similar, these issues may be harder to ignore. It is important to
ferret out such issues in order to assess how the ideas you are pursuing transfer to new
contexts. It may also be that the issues were not as unimportant in the original context
as you wanted to think.
It is important to note that working in multiple domains is expensive. It takes substantial time and effort to find experts in a new domain, and to learn enough about
the domain to communicate
with them and to evaluate what the important issues are.
Each new domain may also require new software infrastructure, such as analysis code
to evaluate candidate designs, and display code to display a candidate design in a form
that is common in that domain. (MEET displays rotation transmitters in essentially the
same box-and-line
format that VEXED uses for circuits; if we were to test MEET in
a class the way we tested VEXED, this format might not have been sufficient.) However, despite the cost, there is simply no other way to evaluate models of the design
process.
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